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Response Time Analysis (RTA) 

In this chapter, Response Time Analysis (RTA) formulae are derived for a pre-emptive system with a 

single processor. Much of what follows has been written about before, many times, but I hope that 

my approach will be a little easier to follow than some of the more academic papers I discovered 

during my research into the subject. 

The simplest kind of pre-emptive system is one that has a main loop as an idle task – possibly doing 

little or nothing – and interrupt service routines (ISRs) doing much or all of the work. The ISRs are 

analogous to the tasks we might implement using an RTOS. Note that the idle task is, by definition, 

the task which runs when no event is pending and all previous events have been serviced; no actual 

event is associated with the idle task but it nevertheless has a priority – the lowest – and is included 

as a task in the RTA. 

Interrupt mechanisms tend to work in much the same way for all modern microcomputers and are 

well documented, for the benefit of software engineers, by the chip manufacturers (or architects, in 

the case of ARM). An interrupt mechanism is also a simpler concept and easier to understand than 

an RTOS. For these reasons, the timing analysis developed in this chapter will use a typical interrupt 

mechanism as an example. The analysis will be revisited for RTOS later on. For proper continuity, 

however, the generic terms event and task will be used from the outset. For the time being, these 

terms represent, respectively, a hardware interrupt and the ISR that services it. A multi-level, fully 

pre-emptive nested interrupt scheme is initially assumed, with a single interrupt source (invoking 

a single, corresponding ISR) at each priority level. In subsequent chapters, the RTA will be 

broadened to accommodate such things as multiple subtasks at a single priority, event queuing and 

the processing of widely separated bursts of events. 

An important part of the system design is to decide how to allocate priorities to the tasks servicing 

events. The strategy adopted for this is called a scheduling strategy. A scheduling strategy can be 

static, in which fixed priorities are specified at design time, or dynamic, in which priorities can be 

reviewed and modified at run time. Further discussion of scheduling strategies is deferred until the 

next chapter, where the reasons for considering only static ones in this book will also be explained. 

In the meantime we focus, in this chapter, on developing an RTA that is valid for any static 

scheduling strategy, subject to a few constraints, which will be pointed out as we go. 

The key thing about the RTA developed here is that the relevant worst-case response times, during 

which tasks service their associated events, can be calculated and compared with the relevant 

deadlines during design and development, so that we can guarantee that the finished system will, 

indeed, always meet its deadlines when in service or – if we are unlucky – we can show that it may 

not, and then set out to design a more capable system. No feasible amount of "test-and-hope" 

activity during and after software development can provide, by itself, such a guarantee of enduring 

success in the field (though it might or might not succeed in rooting out one or more cases of 

irrefutable failure). 



The starting point for RTA is the presumption that, at time zero, we have a so-called critical instant in 

our system. To put it another way, we can suppose that such a critical instant will occur at some time 

and, for calculation purposes, we will reset our time origin to that instant. A critical instant is one at 

which all possible events are presented to the system at the same time, and that the idle task (the 

main program loop, in our interrupt model) is the running task just before that instant. I am sure we 

can all agree that if we are looking for a worst-case situation for meeting all deadlines (which we are, 

of course), then this is likely to be the one and, indeed, it has been shown to be so [ref]. 

The convention used in this book for task priorities is that the higher the priority, the smaller the 

integer used to identify it. In the RTA that follows, 0 represents the highest priority. The RTA 

calculates the worst-case response time for each task individually, assuming, for now, that there is 

only one task at each priority level. For the task at priority n, the following time variables are used in 

the analysis: 

• Ln is (for now) the worst-case (maximum) latency preceding the start of the processing of 

taskn or any other ready tasks of higher priority. During Ln, whichever lower-priority task was 

running just before eventn arrived continues to run for a while longer because its pre-

emption is blocked for some reason. One such reason, in our interrupt model, is that the 

processor will not respond to an interrupt until the current machine instruction has finished 

its execution, in general. Latency will be further extended if the currently running task has 

temporarily disabled interrupts. Ln may have other components, too, as we will see when 

latency is scrutinised more rigorously in due course. Note that Ln is not the same as the 

interrupt latency, as commonly understood and documented for the microcomputer. This 

latter quantity includes, additionally, the hardware context-saving time before entering the 

ISR. For our purpose, the context-saving must be included in the processing time, Pn (see 

below). 

• Pn is the worst-case (maximum) total processing time needed by taskn to service eventn and 

relinquish its claim to the processor, in the absence of any pre-emption of taskn. As well as 

the execution of the task's software, this includes the time the hardware takes to enter and 

leave the task (the ISR, in our interrupt model). 

• In is the interference time. It is the worst-case (maximum) time during which taskn 's 

processing may be stalled by the processing of higher-priority tasks, which will always take 

precedence. Note that this is the maximum total time that will be included in the overall 

response time of taskn as a result of all possible pre-emptions by all higher-priority tasks; 

each such task may pre-empt taskn several times before taskn can complete its processing. 

• Tn is the worst-case (minimum) inter-arrival time between one occurrence of eventn and the 

next. Although events may not be periodic, and often are not, they are effectively assumed 

to be periodic by the application of the worst-case principle to the analysis. If Tn is 

unspecified, for any eventn, then clearly any attempt to guarantee meeting any deadline for 

taskn, or for any task of lower priority, is doomed! 

• Rn is the response time. It is the worst-case (maximum) time that can elapse between the 

occurrence of eventn and the completion of taskn. This value is the one to be calculated (for 

each task) from the formula derived in the RTA. 

 



These variables are assumed to have floating-point values, with arbitrary range and precision, for the 

purpose of deriving the RTA formulae in this chapter. This is because the timings to be considered 

may encompass a very wide range of values, unsuitable to be dealt with exclusively using integer 

arithmetic on any computer we are likely to use for the number-crunching. Various other details 

concerning the variables above will be considered during and after this derivation, which will now 

begin. 

 

For task schedulability, the RTA-calculated Rn, for each task except the idle task, must meet the 

following condition: 

𝑅𝑛 ≤ 𝑇𝑛  

That’s a mathematician’s view; my own version and, I hope, the version that all properly cynical 

engineers would prefer is: 

𝑅𝑛 < 𝑇𝑛  

Although the difference between these two is, literally, infinitesimal, the latter version reminds us 

that, according to the worst-case principle, we should make sure that (Tn – Rn) yields a finite, positive 

value that is resolvable within the floating-point system in use and, furthermore, includes a 

reasonable margin to allow for imprecision and inaccuracy in the values we use to calculate Rn. 

 

The condition just stated simply means that that having processed an eventn the system must be 

ready to process the next one. Cases where events may be queued will be considered later. If the 

calculation shows that Rn meets the condition, for taskn, then the task is schedulable in the worst 

case. This does not necessarily mean that its response time is sufficiently short to meet any deadline 

that may have been imposed as a requirement; for that, we must apply an additional test. Deadlines 

are considered in the next chapter. 

 

The idle task, which has the lowest priority (maximum value of n), is a special case with regard to this 

condition. The idle task does not respond to any event; indeed it runs only when there is no event 

requiring service. It would therefore meaningless to specify a value of Tn in this case. We might 

nevertheless want to calculate Rn for the idle task – particularly if the idle task does useful work in its 

loop – and to check the calculated value against any specified deadline. 

 

Using the definitions above, the maximum response time of taskn is given by: 

𝑅𝑛 = 𝐿𝑛 + 𝑃𝑛 + 𝐼𝑛(𝑅𝑛)  

 

Note that In is a function of Rn because the number of possible pre-emptions of taskn increases as Rn 

increases. 

 

Although the critical instant, when all the possible events occur, is at time 0, no pre-empting task 

(including taskn) can actually run until Ln has expired. Latency is, therefore, a necessary but 

unwanted component of Rn which makes the constraint 𝑅𝑛 < 𝑇𝑛 more difficult to meet. Keeping 

latency to a minimum in the system design is, as always, a good thing! 

 

Moving on, we can see that 

𝐼0 = 0  

and 



𝐼𝑛(𝑅𝑛) = ∑ 𝑎𝑖
𝑛−1
𝑖=0 (𝑅𝑛). 𝑃𝑖  for n > 0 

where ai is the maximum number of times, during Rn, that taskn can be pre-empted by task i. The 

thing we need to do now is to determine ai. Naïvely, we might say that ai = Rn / Ti, but ai must be an 

integer. We need a way to convert the value of a floating-point expression to the correct integer 

value. If we consider that there is always at least one pre-emption of taskn by taski, (from the event 

assumed at the critical instant) and that, if a further eventi occurs just before the very end of taskn 's 

processing, then pre-emption will occur and will extend Rn by Pi, just like any other, we will probably 

conclude that we need the ceiling function, which rounds a floating-point number with a non-zero 

fractional part to the next higher integer. Thus: 

 

𝑎𝑖(𝑅𝑛) = ⌈
𝑅𝑛

𝑇𝑖
⌉    for n > 0 

 

Putting it all together we get: 

 

𝑅0 = 𝐿0 + 𝑃0  

and 

𝑅𝑛 = 𝐿𝑛 + 𝑃𝑛 + ∑ {⌈
𝑅𝑛

𝑇𝑖
⌉ 𝑃𝑖}𝑛−1

𝑖=0   for n > 0 

 

The latter equation, which is not analytic and must be solved by numeric iteration, can be found 

(with symbol-naming variations) all over the Internet – see [ref] for one example – but I have an 

issue with it. The ceiling function is optimistic (for our purposes), rather than pessimistic, when its 

argument is an exact integer value. This is not just a theoretical nicety. I contrived a simple example 

deliberately to produce an “edge race” between the end of a taskn 's processing and the 

presentation of a new eventi, of higher priority. Applying the worst-case principle, while working 

with pencil and timing diagram, I let the pre-emption win the race, thereby delaying the proper 

ending of taskn for a further time Pi. Iterating the formula above did not do this and produced a more 

optimistic Rn. I've relegated the details to appendix [?]; it suffices to say, here, that the problem was 

solved by replacing the ceiling function with the floor function and adding 1 to that. This table 

illustrates the minor but important difference that makes: 

 

𝑥 ⌈𝑥⌉ ⌊𝑥⌋ + 1 

0.999 1 1 

1.000 1 2 

1.001 2 2 

 

  



Here are the revised RTA equations and constraints: 

 

𝑅0 = 𝐿0 + 𝑃0       (1a) 

 

𝑅𝑛 = 𝐿𝑛 + 𝑃𝑛 + ∑ {(⌊
𝑅𝑛

𝑇𝑖
⌋ + 1) 𝑃𝑖}𝑛−1

𝑖=0    for n > 0 (1b) 

 

𝑅𝑛 < 𝑇𝑛  (except for the idle task)   (1c) 

 

{Reality check: no variable can have a negative value!}  (1d) 

 

 (1b) can be solved iteratively: 

1. Place a low starting value for Rn in the RHS (Ln + Pn seems reasonable) 

2. Calculate a new Rn (LHS) 

3. Transfer new Rn to RHS 

4. Repeat steps 2 and 3 until Rn stops changing (good) or strays beyond some upper limit (bad) 

 

Obviously, for any serious work, we would use a computer program to perform the RTA. I have 

written such a program in C++ [ref]. It could do with a better user interface! 

 

Solving (1b) by iteration is OK if and only if it yields the correct answer! We should first ask 

ourselves: 

(a) Does the iteration converge unconditionally to a solution for Rn? 

(b) Are multiple solutions possible? 

(c) If the answer to (b) is “yes”, does the iteration (starting with Rn = (Ln + Pn) and assuming 

convergence) give us the worst-case solution? 

The answers are: 

(a) No. However, it can be proved that a monotonically increasing sequence (such as the one 

our iteration generates) will converge provided that it possesses a finite upper bound. If 

such a bound exists, we will be able to find a solution that does not exceed it. Otherwise, the 

sequence will diverge. Divergence indicates that the task we are analysing is not 

schedulable. 

(b) Yes. See the example in appendix [?]. 

(c) Yes. Because the successive values of Rn produced by the iteration necessarily form a 

monotonically increasing sequence, the value reached at convergence will be the worst-case 

(i.e. the maximum) value if, indeed, the sequence converges. As stated above, divergence 

indicates that the task is not schedulable; as soon as we know that, we should stop 

calculating and revisit the scheduling strategy or other aspects of the system design! 

 

Practically, the iteration can be terminated when either of the following occurs: 

• Success: current Rn = previous Rn (within the available precision of the floating-point 

implementation) 

• Failure: current Rn ≥ Tn. However, as explained earlier, this is inappropriate for the idle task. 

We could check Rn against the specified deadline for the idle (or, indeed, any) task instead, 

but read on for an altogether better termination test. 



 

Although the value of Rn can be computed only by numeric iteration, because equation (1b) is not 

analytic, it turns out that we can derive analytic formulae for the lower and upper bounds of Rn ... 

 

Let 𝑓𝑖 ≝ 𝑓𝑟𝑎𝑐 (
𝑅𝑛

𝑇𝑖
)  . Then, by definition: ⌊

𝑅𝑛

𝑇𝑖
⌋ =  

𝑅𝑛

𝑇𝑖
− 𝑓𝑖 

Equation (1b) can now be rewritten as follows: 

𝑅𝑛 = 𝐿𝑛 + 𝑃𝑛 + ∑ {(
𝑅𝑛

𝑇𝑖
+ 1 − 𝑓𝑖) 𝑃𝑖}𝑛−1

𝑖=0   

i.e. 

𝑅𝑛 = 𝐿𝑛 + 𝑃𝑛 + ∑
𝑅𝑛𝑃𝑖

𝑇𝑖

𝑛−1
𝑖=0 + (∑ 𝑃𝑖

𝑛−1
𝑖=0 − ∑ 𝑓𝑖𝑃𝑖

𝑛−1
𝑖=0 )  

Rn, being freed from the floor function, can now be moved outside the summation containing it: 

𝑅𝑛 = 𝐿𝑛 + 𝑃𝑛 + 𝑅𝑛 ∑
𝑃𝑖

𝑇𝑖

𝑛−1
𝑖=0 + (∑ 𝑃𝑖

𝑛−1
𝑖=0 − ∑ 𝑓𝑖

𝑛−1
𝑖=0 𝑃𝑖)  

∴  𝑅𝑛 (1 − ∑
𝑃𝑖

𝑇𝑖

𝑛−1
𝑖=0 ) = 𝐿𝑛 + 𝑃𝑛 + (∑ 𝑃𝑖

𝑛−1
𝑖=0 − ∑ 𝑓𝑖

𝑛−1
𝑖=0 𝑃𝑖)  

Giving: 

 

𝑅n =
𝐿𝑛+𝑃𝑛+(∑ 𝑃𝑖

𝑛−1
𝑖=0 −∑ 𝑓𝑖

𝑛−1
𝑖=0 𝑃𝑖)

1−∑
𝑃𝑖
𝑇𝑖

𝑛−1
𝑖=0

      (2a) 

Although the values of fi are not knowable without first calculating Rn, they are constrained by their 

definition. For any i, 

0 ≤ 𝑓𝑖 < 1 

Therefore, we can write down the bounds of Rn, which occur at the bounds of fi … 

 

𝑅n >
𝐿𝑛+𝑃𝑛

1−∑
𝑃𝑖
𝑇𝑖

𝑛−1
𝑖=0

       (2b) 

 

𝑅n ≤
𝐿𝑛+𝑃𝑛+∑ 𝑃𝑖

𝑛−1
𝑖=0

1−∑
𝑃𝑖
𝑇𝑖

𝑛−1
𝑖=0

≡
𝐿𝑛+∑ 𝑃𝑖

𝑛
𝑖=0

1−∑
𝑃𝑖
𝑇𝑖

𝑛−1
𝑖=0

     (2c) 

The denominator is the same in all three of these formulae, and is of special interest: 

• The term ∑
𝑃𝑖

𝑇𝑖

𝑛−1
𝑖=0  represents the proportion of the processor’s time that is allocated to the 

processing of all tasks of higher priority than that of taskn. In other words, we can say that 

this is a measure of the total processor utilisation for processing those tasks. 

• It follows that the entire denominator represents the processor’s residual availability for 

processing taskn and any other tasks of lower priority. This figure obviously decreases as we 

proceed, in our analysis, from smaller to greater values of n. 

• If the denominator reaches or falls below zero, then both of the bounds become infinite or 

negative. This is inconsistent with the requirements that Rn must be positive and that it must 

have a finite, positive upper bound. To put it in engineering terms, the first task (with 

increasing n) for which this happens is unschedulable, in the worst case, and so are all other 

tasks of lower priority. 

• In performing the RTA, it is worth calculating the processor’s residual availability for each 

task. The first task (with increasing n) discovered to be unschedulable by checking this value, 

and all other tasks of lower priority, can and should be excluded from further analysis. 



• For design and tuning purposes it could be useful to provide the residual availability figure 

for each task as an output from the analysis. 

 

Provided we exclude those tasks that are definitely unschedulable (penultimate bullet point, above), 

we can calculate valid bounds, (2b) and (2c), for each of the potentially schedulable tasks and use 

them in the rest of the analysis: 

• The lower bound can be used, instead of the smaller value (Ln + Pn), as the initial value of Rn 

for iteration purposes. This could reduce the number of iterations required – a small but 

possibly worthwhile optimisation. 

• The upper bound can be used, instead of Tn (which could be much smaller and, for the idle 

task, is not even specified), as an emergency stopping point for iteration, even though, in 

theory, we should have reached a stable value for Rn before or as we arrive there! The real 

point of this, though, is that it allows complete computation of Rn, rather than curtailing the 

iteration when Rn reaches or surpasses Tn. If the final iterated value of Rn is not, in fact, less 

than Tn, the task is still unschedulable but knowledge of the properly calculated value of Rn 

might nevertheless be very useful in trying to fix the problem. 

• Likewise, providing the lower and upper bounds as outputs of the analysis can be useful to 

the system designer. 


